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Executive Summary 
Data is a critical company asset. As with any company asset, data must be protected.  We often read or 

hear about well-known companies that have experienced data breaches.  Such incidents can damage 

the company’s reputation and have significant negative financial impact.  Data security is imperative to 

protect a company’s data assets.  IBM Z® servers are designed with data security as a central 

component.  The z/OS® operating system and Db2® for z/OS database exploit IBM Z hardware data 

security and provide additional security features, including encryption.  This combination of IBM 

hardware, operating system and database is an excellent choice to secure a company’s data asset. 

 

Security is only as effective as the implementation of policies, procedures and tools.  Simply put, a world 

class door lock provides little value unless it is locked and can only be unlocked in the right situations.  

Expanding on the “door lock” analogy, if an intruder were able to break through or bypass the lock and 

access company data, data security could be maintained if the data were rendered useless.  Data 

encryption ensures that intruders cannot take advantage of the stolen data. 

 

This paper will describe how data can be ‘locked’ – and encrypted – using the features and functions 

available with IBM Z, z/OS and Db2 for z/OS.  This paper will not attempt to provide an exhaustive list of 

the various options and settings that could be used to protect your data.  Rather it will review the major 

options available and dive deeply into one that will provide the greatest benefit with the least cost and 

effort: encryption of Db2 for z/OS data using z/OS DFSMS data set level encryption, leveraging IBM Z 

hardware.  Data set encryption is designed to render your company’s data unreadable if compromised. 

 

It has been said that a security breach is not a matter of “if” but “when” it will happen.  According to the 

IBM Security “Cost of a Data Breach Report 2020” (https://www.ibm.com/security/digital-assets/cost-

data-breach-report/#/), the average cost of a data breach is $3.86M.  This is for breaches involving less 

than roughly 100 thousand records.  It does not include what are termed “mega” breaches, where more 

than one million records are impacted.  The report found that the average cost of a breach involving 

more than 50M records was $392M.  There have been many notable mega breaches in recent years in 

which hundreds of millions of records were affected.  The most interesting part of the data breach story 

is that according to an IBM-sponsored study by Solitaire, of the 14 billion records compromised since 

2013, only 4% were encrypted (https://www.ibm.com/downloads/cas/4ZGZYAOR).  Consider how 

much less impactful a data breach might be if the compromised data were encrypted and thus rendered 

unusable.  While it can be challenging to keep up with those trying to break through your ‘locks’, data set 

level encryption on IBM Z can help safeguard your data even if intruders are able to gain access and 

steal your data. 

 

In addition to the impact of a data breach on costs and reputation, there are more and more regulations 

being put in place to protect consumers’ data.  Some regulations have a broad impact, such as GDPR 

(European Union General Data Protection Regulation) and CCPA (California Consumer Privacy Act), while 

others focus on specific industries such as PCI-DSS (Payment Card Industry Data Security Standard) for 

Financial Services and HIPAA (Health Insurance Portability and Accountability Act) for Healthcare.  It 

would not be surprising to see the regulation trend continue, and with each regulation comes more costs 

for compliance and more fines for violations. 

 

What if there were a solution that could help you address today’s regulations and prepare you for future 

regulations?  Encrypting data that resides in IBM Z can be a big step in that direction.  Using z/OS DFSMS 

data set level encryption and leveraging IBM Z hardware technology can provide you with a solution to 

help protect your critical data stored in your IBM Z environment.  Securing and encrypting the data 

stored on IBM Z, specifically in your Db2 for z/OS environment, can help to address compliance 

mandates and help safeguard your company from negative publicity resulting from a data breach. 

  

https://www.ibm.com/security/digital-assets/cost-data-breach-report/#/
https://www.ibm.com/security/digital-assets/cost-data-breach-report/#/
https://www.ibm.com/downloads/cas/4ZGZYAOR
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Security, IBM Z and z/OS 
For decades, IBM Z hardware has been built from the ground up with a focus on security.  From the 

processor and firmware, to the hypervisor and operating system, to communicating with other servers 

and utilizing storage, and even to securing data once it leaves the platform, IBM Z leads the way.  This is 

why IBM Z – the mainframe – is trusted by companies of all sizes around the world.  Let’s look at a few of 

the security features. 

 

Starting with the hardware, IBM Z has invested in its ability to protect data through encryption.  Beginning 

with the IBM z14, a dedicated co-processor, known as Central Processor Assist for Cryptographic 

Functions (CPACF), was included on every core.  CPACF is capable of encrypting or decrypting large 

volumes of data in real time and because of its proximity to the core, can deliver high speed cryptography 

with low latency.  The IBM z15 added performance improvements and elliptic curve cryptographic 

algorithms which help reduce CPU.  Additionally, the Crypto Express 7S adapter for the IBM z15 provides 

Hardware Security Modules (HSMs) which meet the highest security level defined by the US Government, 

FIPS 140-2, Level 4.  The Crypto Express adapter is tamper resistant, destroying all keys and sensitive 

data if an attempt is made to interfere with the device, it enables secure key management, and provides a 

performance boost for encryption and decryption of certain workloads, among other features.  More 

information about the Crypto Express adapters can be found here:  

https://www.ibm.com/security/cryptocards. 

 

Next, at the hypervisor level, IBM Z is the only commercial server that has achieved EAL 5+ certification.  

This certification means that when hardware is separated into logical partitions (LPAR), workloads 

running in different partitions are unable to reach across the boundary of the LPAR and compromise 

security. 

 

Moving up to the operating system level, z/OS is key to encrypting data, which is at the heart of the IBM Z 

security strategy.  The Data Facility Storage Management System (DFSMS) component of z/OS provides 

the capability of encrypting data sets and integrates the IBM Z hardware described above.  Additionally, 

access management software such as IBM’s Resource Access Control Facility (RACF®) provides the 

ability to maintain who has access to data and resources.  In this way, not only is data protected through 

encryption, but only authorized users and programs are able to decrypt the data.   

 

Looking toward the network, since the IBM Z server will need to communicate with users and other 

servers, the z/OS Communication Server provides security through SSL / TLS authentication using 

encryption protocols.  The IBM Z hardware CPACF and Crypto Express 7S adapters provide acceleration 

for the encrypted network traffic. 

 

And with large amounts of data stored in disk subsystems such as IBM’s DS8000® family, another 

consideration is protecting the data between the disk and the server.  Again, leveraging IBM Z’s 

encryption capabilities, data in-flight between the storage area network (SAN) and the server is 

encrypted.  This is known as Fibre Channel Endpoint Security.  More information regarding Fibre Channel 

Endpoint Security can be found in the IBM DS8000 Knowledge Center 

(https://www.ibm.com/support/knowledgecenter/SSHGBU_9.1.1/com.ibm.storage.ssic.help.doc/f2c_co

nfiguring_endpoint_security.html). 

 

IBM Z did not stop with security for an environment with a single server or cluster of servers.  The next 

security challenge is how to protect critical data when it leaves the environment.  For this, IBM Z has 

https://www.ibm.com/security/cryptocards
https://www.ibm.com/support/knowledgecenter/SSHGBU_9.1.1/com.ibm.storage.ssic.help.doc/f2c_configuring_endpoint_security.html
https://www.ibm.com/support/knowledgecenter/SSHGBU_9.1.1/com.ibm.storage.ssic.help.doc/f2c_configuring_endpoint_security.html


5 

introduced Data Privacy Passports.  The concept here is that data residing on IBM Z, in the System of 

Record, is encrypted and when it leaves the environment, it remains encrypted in a “trusted data object” 

which contains the encrypted data element plus the metadata.  The receiver of this trusted data object 

can only view the data if they have been given access and that access is granted through a Passport 

Controller.  Two other features are worth noting here.  The first is that since access to the data must occur 

through the Passport Controller, access to the data in the future can be revoked.  In the past, once data 

left the environment, there was no way to control access to the data.  With Data Privacy Passports, 

control over access to the data remains intact, even though it has left the environment.  The second is 

that in addition to access, data privacy can be managed through data obfuscation.  Not only will the data 

be encrypted and only readable by the users with access, sensitive data such as social security number, 

account numbers, etc. can be masked or redacted so that not even those with access can see the 

sensitive data.  Data Privacy Passport is new with the IBM z15 and takes security to a whole new level.  

More information can be found here:  https://www.ibm.com/products/data-privacy-passports. 

 

But we are not done yet.  What happens when there are issues and IBM, or another software vendor asks 

for a dump?  Sensitive data could be in the clear, and therefore, readable in memory blocks.  IBM Z Data 

Privacy for Diagnostics is a z/OS security function designed to detect and redact sensitive user data from 

SVC and standalone diagnostic dumps after they are captured on IBM z15. 

 

This is just a sampling of some of the data security that IBM Z and z/OS builds into the platform.  

Encryption is at the center of the data security strategy and we will go deeper into the concept of 

“pervasive encryption” and how it fits with Db2 for z/OS. 

 

Security and Db2 for z/OS 
Building on the overall IBM Z data security strategy, Db2 for z/OS offers a number of features to protect 

the mission critical data that is stored in the database.  Below is an overview of security with Db2 for 

z/OS.  More information on Db2 security can be found in the Db2 for z/OS Knowledge Center 

(https://www.ibm.com/support/knowledgecenter/en/SSEPEK_12.0.0/nav/src/tpc/db2z_securityintro.ht

ml). 

 

Remote Access Protection of Db2 for z/OS 
Security with Db2 can be looked at in two ways:  having access to the Db2 subsystem – remote access - 

and having access to the data stored inside of Db2 – data access. 

 

In order to access Db2, one must first connect over the network to the IBM Z server.  The z/OS 

Communication Server provides that network layer.  Implementing IPSec in z/OS Comm Server provides 

end-to-end authentication and encryption which both controls access and protects data.  IP filtering in 

z/OS Comm Server also helps to allow only authorized users to gain access to the system by permitting 

or discarding packets from IP source or destination addresses based on filtering rules.  Additionally, z/OS 

Comm Server provides intrusion detection services (IDS) which enables the detection of attacks.  And 

connections can be established using Application Transparent Transport Layer Security (AT-TLS) which 

provides a protocol for client-server applications to communicate in a way that is designed to prevent 

eavesdropping, tampering and message forgery.  These safeguards in z/OS Comm Server help to protect 

and secure traffic connecting to Db2.  Details regarding z/OS Communication Server can be found in the 

z/OS (V2.4) Communication Server Knowledge Center 

(https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.cs3/cs3.htm). 

 

https://www.ibm.com/products/data-privacy-passports
https://www.ibm.com/support/knowledgecenter/en/SSEPEK_12.0.0/nav/src/tpc/db2z_securityintro.html
https://www.ibm.com/support/knowledgecenter/en/SSEPEK_12.0.0/nav/src/tpc/db2z_securityintro.html
https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.cs3/cs3.htm
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Once connected to IBM Z, access control software such as IBM’s RACF, Broadcom CA ACF2™ and CA Top 

Secret® can be used to authenticate a user or application.  Software such as RACF provides many 

safeguards before allowing a user or application to reach Db2.  Authentication using certificates with AT-

TLS is available as well as multi-factor authentication, where authorization is granted based on a 

combination of factors such as something you know (username and password), something you have (an 

ID badge or RSA® token, for example) and something you are (fingerprint, facial recognition, etc.).  

Additional security in RACF for usernames can be achieved with passphrases, longer sets of characters, 

including letters, numbers, special characters and blanks, which can range from 9-100 characters in 

length, or with PassTickets, which are one-time generated passwords.  Furthermore, RACF supports 

Kerberos protocol when connections are being made to the IBM Z server over non-secure networks.  

After a user or application is authenticated, RACF provides another layer of security by providing access 

to various resource classes.  A user might be able to successfully connect to the IBM Z server, but 

without access to the appropriate class, such as DSNR for Db2, the user is unable to access that 

resource.  More details regarding RACF can be found in the z/OS (V2.4) Security Server Knowledge 

Center (https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.ich/ich.htm). 

 

Db2 provides remote access validation as well with several options.  Db2 has the ability to use trusted 

connections.  In this case, an independent database object known as a trusted context is created and 

then the trusted connection is established when the connection attribute matches the trusted context 

that is defined.  At a more granular level, Db2 System Profile Monitoring provides the ability to control, 

including limiting, activity inside a Db2 subsystem based on various identifiable attributes – AUTHID, 

CLIENT_APPLNAME, CLIENT_USERID, CLIENT_WRKSTNNAME, etc.  For example, one might limit access 

for a DDF thread connecting from a specific client workstation after identifying abnormal activity from that 

workstation.  Additional information regarding the use of Db2 System Profile Monitoring can be found in 

the Db2 for z/OS Knowledge Center:  Monitoring and controlling Db2 with profile tables 

(https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/admin/src/tpc/db2z_createprofiles.ht

ml). 

 

Data Access Protection of Db2 for z/OS 
After gaining access to the IBM Z server and the Db2 subsystem, there are ways to control access to the 

objects and data which reside inside of Db2.  At the most basic level is the Data Control Language (DCL) 

component of SQL.  Familiar examples of DCL commands are GRANT and REVOKE which provides 

(GRANT) or removes (REVOKE) access to use Db2 resources, create and execute programs, create and 

modify Db2 objects, and, of course, read and update the data in those Db2 objects.  Various authority 

levels can also be used to give a set of privileges to users and groups.  Authority such as SYSADM, 

SQLADM and SECADM provide system-wide privileges while others such as DBADM and DBCTRL provide 

authority to perform tasks on groups of objects in databases.  The benefit here is that Db2 provides 

granular authorization to users, groups and applications allowing for the right level of access.  With 

complete system-wide access through SYSADM authority a concern to company compliance teams, Db2 

even provides the ability to install and migrate Db2 subsystems without using such a powerful authority. 

 

Db2 also provides for roles, which is a grouping of one or more privileges, within a trusted context 

mentioned above.  When an authorization ID accesses Db2 via a trusted connection, it can inherit the 

privileges that are assigned to the role.  This provides flexibility in managing context-specific privileges 

and simplifies the process of authorizations.  More information on roles in Db2 can be found in the Db2 for 

z/OS Knowledge Center:  Roles in trusted context 

(https://www.ibm.com/support/knowledgecenter/en/SSEPEK_12.0.0/seca/src/tpc/db2z_roles.html). 

 

In addition to opportunities to control access to Db2 data, privacy controls exist.  Traditionally Db2 views 

have been used to limit access to certain rows and columns.  However, this can be difficult to manage as 

rules become more complex.  Db2 now provides row and column access control based on a security 

https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.ich/ich.htm
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/admin/src/tpc/db2z_createprofiles.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/admin/src/tpc/db2z_createprofiles.html
https://www.ibm.com/support/knowledgecenter/en/SSEPEK_12.0.0/seca/src/tpc/db2z_roles.html
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policy that specifies the rules and conditions under which a user, group or application can access rows 

and columns.  This allows access to the table to be managed with filtering and data masking.  Additional 

information can be found in the Db2 for z/OS Knowledge Center:  Row and column access control 

(https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_rowcolaccesscont

rol.html). 

 

Privacy control is also achieved through encryption.  Several options are available and described below. 

• Db2 built-in function ENCRYPT_TDES, which uses 128-bit TDES encryption. 

• Db2 built-in function ENCRYPT_DATAKEY, which uses 256-bit AES encryption.  This option is 

available starting with Db2 12 Function Level 505 (V12R1M505). 

• Data set level encryption using z/OS DFSMS  

 

These options will be discussed in more detail in later sections. 

 

In addition to DCL, views and built-in functions described above, Db2 can use external access control 

software such as IBM’s RACF, Broadcom CA ACF2™ and CA Top Secret®.  In this case, the Db2 

authorization exit DSNX@XAC can be used to authorize user access to objects, data and other resources 

in a Db2 subsystem.  In RACF, for example, the PERMIT command can be used to control access to 

objects. 

 

Pervasive Encryption and Data Set Level Encryption 

Overview 
As has been stated, encryption of data is a key component in the IBM Z data security strategy.  The 

phrase “pervasive encryption” refers to the idea that all data in the IBM Z system should be encrypted.  

The idea is based on the fact that with integrated crypto hardware – CPACF on every core and Crypto 

Express adapters – encryption of very large volumes of data is low cost both in terms of resources and 

performance.  With pervasive encryption critical z/OS data sets can be protected using policy-controlled 

encryption that is transparent to the applications and databases.  For clustered environments using 

IBM’s Parallel Sysplex, encryption can protect data moving between z/OS and the z/OS Coupling Facility.  

This is transparent to the applications as well.  Network traffic is also protected using standard based 

encryption from end to end.   

 

It is important to note that pervasive encryption not only provides a framework for encrypting data 

throughout the environment, it also does so in a way that applications do not need to make changes to 

exploit the encryption.  In today’s world of backlogs of requests, compressed timelines and limited 

development resources, this is incredibly important in order to quickly adopt encryption to protect data. 

 

This graphic illustrates the general IBM view of encryption in the IBM Z environment: 

https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_rowcolaccesscontrol.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_rowcolaccesscontrol.html
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Figure 1 IBM Z Encryption Pyramid 

 

Starting at the base, encrypting data on disk and tape protects that data, at the volume level, against 

intrusion, tampering or physical removal of the device.  A simple example is to imagine a lost tape 

volume containing the backup of a critical database.  Fully encrypting the volume renders that lost 

backup worthless.  It is also worth noting that this type of encryption is free, from a CPU cost 

perspective, as the encryption is performed at the disk or tape subsystem level. 

 

Moving up the pyramid, data set level encryption provides more targeted and thorough protection of 

sensitive data. Complexity of set up and management is still low, as well as cost and performance, 

allowing for broad application of this type of encryption.  Additionally, no application changes are 

required.  That means that with less effort, a company could encrypt the entire Db2-based credit card 

processing application with steps taken by a few of the infrastructure administrators.  There would be no 

need to spend time researching which fields in the Db2 tables are sensitive and making code changes to 

manage encrypt / decrypt function and provide for key management.  This is the level which provides the 

most value and will be the focus of the remainder of the paper. 

 

Continuing to move up the encryption pyramid, the ability to provide for additional levels of encryption 

exists.  At the database level, functions exist which allow encrypted data to remain encrypted while it is 

being processed in memory inside Db2.  Data set level encryption keeps data encrypted as it moves from 

disk, across the SAN network and over to Db2.  Db2 is able to process the data in the clear, reading it into 

areas of memory such as buffer pools.  For very sensitive data, Db2 provides built-in functions that 

allows the data to remain encrypted as it is processed in memory.  This level of encryption incurs a CPU 

cost and does require application changes to implement.  However, it does provide another level of 

protection. 

 

The final level on the pyramid is to put protection of the most sensitive data in the hands of the 

application.  At this level only the application is able to encrypt and decrypt the data and the application 

manages the keys needed to access the data.  This level is the most complex, time consuming and 

resource intensive level but may be necessary to protect certain data. 

 

As stated, data set level encryption is seen as most valuable from a cost / performance and ease of 

implementation perspective.  Preparing for and implementing data set level encryption will be the 

primary focus of the remainder of the paper.  With a focus on Db2, the Db2 built-in functions which 

provide encryption of data in memory will also be discussed. 
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Key Components in Encryption 
In order to implement encryption in IBM Z, specifically data set level encryption, there are several key 

components and prerequisites.  First, CPACF and Crypto Express adapters are required.  The minimum 

recommended hardware is the IBM z14 with the Crypto Express 6S adapter.  Data set level encryption 

requires the DFSMS component of z/OS and it became available in z/OS 2.3 and in 2.2 with additional 

PTFs.  The IBM Integrated Cryptographic Service Facility (ICSF) is also needed to implement data set 

level encryption, as well as an access control software such as IBM RACF.  

 

Since the focus will be on encrypting the underlying data sets for Db2, Db2 11 and Db2 12 with 

additional PTFs provide support for data set level encryption.  More recent function levels of Db2 12 

provide additional support, including the support of Db2 built-in function encryption capabilities. 

 

Details of the various versions, including required PTFs can be found in Appendix B:  Resources and 

Support. 

 

Preparing for Data Set Level Encryption 
Once the correct levels of hardware and software described above are in place, there are two primary 

tasks in preparing to implement data set level encryption. 

 

The first task is technical and involves the Db2 data sets.  DFSMS is able to encrypt data sets used by 

Db2 for Db2-managed and user-managed table spaces and index spaces.  These data sets must be SMS-

managed extended format.  If the Db2’s objects data sets are not in this format, an additional project 

may be required to get there before encryption can begin. 

 

The second task is less technical and involves planning how encryption of Db2 data sets fits into the 

overall security strategy.  The physical act of assigning a key label to a data set is fairly straightforward 

but determining which administrator will be responsible for which task, how encryption keys will be 

managed in the future, how keys are handled across servers and in disaster recovery situations are some 

of the topics which should be decided upon before implementing data set level encryption.  Subsequent 

topics in this paper provide some guidance that can help to determine how data set level encryption of 

Db2 data sets fits into an overall security strategy. 

 

Key Roles in Encryption 
Implementing data set level encryption in a Db2 for z/OS environment involves actions from five different 

roles.  The roles and their general responsibilities are listed below. 

 

• ICSF Administrator:  This role is responsible for managing the encryption keys used in the 

environment.  This includes such tasks as generating the encryption keys, defining the key labels and 

maintaining the CKDS.  The ICSF admin takes care of changing and destroying keys when necessary. 

 

• Security Administrator:  This role is responsible for handling security in many areas.  Specific to data 

set level encryption, the security admin will help to identify data sets that need to be encrypted and 

maintain user access to those data sets.  The security admin will create and manage RACF resources 

and profiles and assign access to key labels. 

 

• Storage Administrator:  This role is responsible for managing, among other things, the DFSMS 

storage rules that which handle volumes and data sets in the environment.  For data set level 

encryption, the storage admin assigns key labels to the DFSMS data class attribute in order to enable 

encryption. 
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• Db2 System Programmer:  This role is responsible for administering the Db2 environment from an 

overall subsystem level.  For data set level encryption, the Db2 sysprog will typically be responsible 

for enabling encryption for the Db2 system objects, which includes the Db2 catalog and directory and 

the Db2 active and archive logs.  In the case of Db2 12 Function Level 502 (V12R1M502) or above, 

the Db2 sysprog would update the Db2 installation parameter related to encryption if this method is 

used. 

 

• Db2 Database Administrator:  This role is responsible for user (application) objects which exist inside 

the Db2 subsystem.  For data set level encryption, the DBA will have the role of running the Db2 

REORG utility (or other utilities which recreates Db2 data sets) in order to enable encryption.  In the 

case of Db2 12 Function Level 502 (V12R1M502) or above, the DBA may update Db2 object 

definitions to enable encryption. 

 

Steps to Enable Data Set Level Encryption 

Overview 
This graphic may look familiar and it does an excellent job of showing the steps involved to enable data 

set level encryption. 

 

 
 
Figure 2 Steps to Enable Encryption 

 

The teams involved are those which were described in the previous section.  Additional details for each 

step will be described in the subsequent sections. 

 

Step 1:  ICSF Setup  

The IBM Integrated Cryptographic Service Facility (ICSF) is a software element of z/OS that works with 

hardware cryptographic features and Security Server (RACF) to provide secure, high-speed cryptographic 

services in the z/OS environment. ICSF provides the application programming interfaces by which 

applications request the cryptographic services. More information on ICSF can be found in the z/OS 

(V2.4) Cryptographic Services Knowledge Center 

(https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.csfb300/abstract.ht

m) 

https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.csfb300/abstract.htm
https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.csfb300/abstract.htm
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Cryptographic keys are required for data set encryption and the keys are stored in a VSAM cryptographic 

key data set (CKDS). The CKDS must be defined to support and manage the secure keys. Planning is 

needed for the allocation, size and format for the CKDS. Additionally, the CKDS must be available to all 

systems in the sysplex and it must be replicated to remote sites for disaster recovery. Planning and 

creating the CKDS is beyond the scope of this paper and information can be found in the z/OS (V2.4) 

Cryptographic Services Knowledge Center:  Creating the CKDS 

(https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.csfb200/csf2b2002

3.htm) and Setting up and maintaining the cryptographic key data set (CKDS) 

(https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.csfb300/sumckds.ht

m).  

 

The CKDS contains individual entries for each encryption key and includes the corresponding key labels.  

The key label is used as a pointer to locate the encryption key within the CKDS.  It is recommended to use 

AES 256-bit data keys. 

 

The first step in implementing data set level encryption is to generate the AES-256-bit data key and the 

key label and store it in the ICSF CKDS.  There are multiple ways to create the keys and key labels. 

 

ICSF Panels 

The ICSF panels can be used to generate the AES 256-bit data keys by selecting option 5 Utility from the 

main ICSF menu shown below.

Figure 3 ICSF Main Menu 

 

  

https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.csfb200/csf2b20023.htm
https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.csfb200/csf2b20023.htm
https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.csfb300/sumckds.htm
https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.csfb300/sumckds.htm
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Next choose option 5 CKDS Keys. 

 

 
Figure 4 ICSF Utilities 

 

And option 7 Generate AES DATA keys. 

 
Figure 5 ICSF CKDS Keys 
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Enter the key label using a predetermined naming convention and choose the 256 AES key bit length. 

 

 
Figure 6 ICSF CKDS Generate Key 

 

ICSF Callable Services and APIs 

Two services are available to create the keys and key labels.  CSNBKGN is used to generate the AES 256-

bit data key and CSNBKRC2 is used to create a key label in the CKDS and associate the data key.  A 

sample REXX program to call these two services is available in the IBM Crypto Education Community:  

https://www.ibm.com/developerworks/community/blogs/79c1eec4-00c4-48ef-ae2b-

01bd8448dd6c/entry/Rexx_Sample_Secure_Key_Generate_256_bit_AES_DATA_key?lang=en 

 

ICSF Utility Program KGUP 

The ICSF key generator utility program, KGUP, can be used in batch to create AES 256-bit data keys and 

key labels.  This is useful when dealing with larger numbers of keys.  Below is sample JCL to run the 

utility, creating three AES 256-bit data keys with key labels: 

//STEP10 EXEC PGM=CSFKGUP 

//CSFCKDS DD DISP=OLD,DSN=SYS1.SC60NEW.SCSFCKDS //CSFIN DD *,LRECL=80 

ADD TYPE(DATA) ALGORITHM(AES), 

LABEL(DATASET.PE08.ENCRYPT.DS.ENCRKEY.00000001, 

DATASET.PE08.ENCRYPT.DS.ENCRKEY.00000002, 

DATASET.PE08.ENCRYPT.DS.ENCRKEY.00000003) LENGTH(32) /* 

//CSFDIAG DD SYSOUT=*,LRECL=133 

//CSFKEYS DD SYSOUT=*,LRECL=1044 

//CSFSTMNT DD SYSOUT=*,LRECL=80 

More details on the KGUP utility can be found in the IBM Redbook “Getting Started with z/OS Data Set 

Encryption” (http://www.redbooks.ibm.com/abstracts/sg248410.html?Open). 

 

EKMF Workstation 

An IBM Enterprise Key Management Foundation (EKMF) workstation is an optional, chargeable, hardware 

offering that can be used to generate AES 256-bit data keys and key labels.  EKMF can be used for more 

than just creating keys for data set level encryption.  EKMF is a flexible and highly secure key 

management system for operational keys in the enterprise.  It provides centralized key management on 

https://www.ibm.com/developerworks/community/blogs/79c1eec4-00c4-48ef-ae2b-01bd8448dd6c/entry/Rexx_Sample_Secure_Key_Generate_256_bit_AES_DATA_key?lang=en
https://www.ibm.com/developerworks/community/blogs/79c1eec4-00c4-48ef-ae2b-01bd8448dd6c/entry/Rexx_Sample_Secure_Key_Generate_256_bit_AES_DATA_key?lang=en
http://www.redbooks.ibm.com/abstracts/sg248410.html?Open
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IBM Z and distributed platforms for streamlined, efficient and secure key and certificate management 

operations. 

 

More information about EKMF can be found at https://www.ibm.com/security/key-management/ekmf. 

 

Step 2:  RACF / Security Setup 

IBM Z security programs are likely familiar to most that are interested in data set level encryption, at least 

in a general way.  Popular security programs such as IBM Resource Access Control Facility (RACF), and 

Broadcom CA ACF2™ and CA Top Secret® are used to protect and control access to various resources in 

an IBM Z environment.  For the remainder of this paper, references and examples will be provide for 

RACF.  The same principles apply for CA ACF2™ and CA Top Secret®.  Please consult the appropriate 

manuals for product details: 

https://www.broadcom.com/products/mainframe/identity-access/acf2 

https://www.broadcom.com/products/mainframe/identity-access/top-secret 

 

The second step in enabling data set level encryption is to define the necessary classes and permit 

access.  Below are the areas which require action. 

 

RACF FACILITY Class 

Controls can be put into place for only authorized users to enable data sets level encryption by defining 

the STGADMIN.SMS.ALLOW.DATASET.ENCRYPT profile in the RACF FACILITY class.  The following RACF 

command can be used to define the appropriate FACILITY class: 

 
RDEFINE FACILITY STGADMIN.SMS.ALLOW.DATASET.ENCRYPT UACC(NONE) 

 

Setting UACC(NONE) ensures that no one has access.  Access can then be granted to administrators that 

are involved in implementing and administrating data set level encryption. 

 

In order to create encrypted data sets when specifying the key label outside of RACF, such as by the 

Database Admin or Storage Admin, a minimum of read access - UACC(READ)- is required for the 

appropriate administrator. 

 

 

RACF CSFKEYS Class 

The RACF general resource class CSFKEYS must be defined to enable the use of the ICSF keys created in 

step 1.  The following RACF command can be used to define CSFKEYS: 

 
RDEFINE CSFKEYS <key-label> UACC(NONE) – 

ICSF(SYMCPACFWRAP(YES) SYMCPACFRET(YES)) 

PERMIT <key-label> CLASS(CSFKEYS) ID(<Db2-MSTR-address-space>) ACCESS(READ) 

PERMIT <key-label> CLASS(CSFKEYS) ID(<Db2-DBM1-address-space>) ACCESS(READ) 

PERMIT <key-label> CLASS(CSFKEYS) ID(<user-group-ID>) ACCESS(READ) 

WHEN(CRITERIA(SMS(DSENCRYTPION))) 

 

In the example: 

 

key-label is the key label profile name. 

 

Db2-MSTR-address-space and Db2-DBM1-address-space are the IDs associated with the Db2 

subsystem which requires access to the encrypted Db2 data sets.  For encrypted Db2 user data sets and 

Db2 catalog and directory data set access, the Db2 DBM1 address space ID must be permitted access to 

https://www.ibm.com/security/key-management/ekmf
https://www.broadcom.com/products/mainframe/identity-access/acf2
https://www.broadcom.com/products/mainframe/identity-access/top-secret
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the key label.  For encrypted log data sets access, the Db2 MSTR address space ID must be permitted 

access to the key label. 

 

user-group-ID is a RACF user or group which would have conditional access to CSFKEYS only when 

accessed by DFSMS.  In general, group access is the recommended approach to permitting access, for 

this example and the others to follow. 

 

SYMCPACFWRAP(YES)and SYMCPACFRET(YES)in the ICSF segment of the CSFKEYS profile will allow the 

key to be used as a protected key. 

 

RACF CSFSERV Class 

The RACF general resource class CSFSERV is used by ICSF to control access to the cryptographic 

services.  This resource should be protected, and access should be given to users or groups which will 

generate the AES 256-bit data keys and key labels described in the previous step.  The following RACF 

command can be used to define profiles in the CSFSERV class: 

 
RDEFINE CSFSERV * UACC(NONE) 

 

Specific profiles can be defined as well. 

 

For ICSF Panel Utilities and APIs: 
RDEFINE CSFSERV CSFKGN UACC(NONE) 
RDEFINE CSFSERV CSFKRC2 UACC(NONE) 

RDEFINE CSFSERV CSFKRR2 UACC(NONE) – used for protecting key labels 

 

For ICSF KGUP Utility: 
RDEFINE CSFSERV CSFKGN UACC(NONE) 
RDEFINE CSFSERV CSFKGUP UACC(NONE) 

 

All examples show UACC(NONE), meaning that no users or groups have access.  It is important to decide 

who should have access to which resources and grant UACC(READ)at a minimum to the appropriate 

users and groups. 

 

Protect CKDS 

One other point to consider is securing the CKDS.  The RACF DATASET resource class can be used to 

protect the CKDS and grant access to the appropriate users and groups. 

 

Detailed information can be found in the z/OS (V2.4) DFSMS Knowledge Center:  Data Set Encryption 

(https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.idad400/ugencrypti

on.htm) and in the z/OS (V2.4) Security Server RACF Knowledge Center 

(https://www.ibm.com/support/knowledgecenter/en/SSLTBW_2.4.0/com.ibm.zos.v2r4.icha800/abstract

.htm) 

 

Step 3:  Associate Keys with Objects  
After the ICSF and RACF setups are complete, it is time to associate the key labels with the data sets for 

the Db2 objects to be encrypted.  There are several ways to handle the key labels and each will be 

described below.  The options are described based on the roles:  RACF DFP segment by the Security 

Admin, changes to Db2 objects and logs by the Database Admins and updates to the DFSMS data class 

by Storage Admins. 

 

 

https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.idad400/ugencryption.htm
https://www.ibm.com/support/knowledgecenter/SSLTBW_2.4.0/com.ibm.zos.v2r4.idad400/ugencryption.htm
https://www.ibm.com/support/knowledgecenter/en/SSLTBW_2.4.0/com.ibm.zos.v2r4.icha800/abstract.htm
https://www.ibm.com/support/knowledgecenter/en/SSLTBW_2.4.0/com.ibm.zos.v2r4.icha800/abstract.htm
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Option 1:  RACF DFP segment via the Security Admin 

The Data Facility Product (DFP) segment of the RACF DATASET class can be used to enable encryption 

for both Db2 system and user objects.  DFSMS calls RACF to determine whether a key label is supplied in 

the DFP segment in the RACF data set profile.  If a key label is supplied in the DFP segment, DFSMS 

validates the key label syntax and it creates an encryption cell that is associated with the data set and 

stores the key label in the encryption cell. 

 

In order to use the DFP segment, the Security Admin can either create a new DATASET resource with the 

DFP segment or update an existing DATASET resource to include the DATAKEY(keylabel_name) 

option of the DFP segment.  Below is an example of a RACF command to alter an existing resource: 

 
ALTDSD 'PE01.ENCRYPT.DS.*' 

DFP(DATAKEY(DATASET.PE01.ENCRYPT.DS.ENCRKEY.00000001)) 

In the example the profile PE01.ENCRYPT.DS.* will now require access to the key label 

DATASET.PE01.ENCRYPT.DS.ENCRKEY.00000001. 

From a practical standpoint, the RACF DATASET profiles protecting various Db2 system and user objects 

can use different key labels.  This provides for flexibility.  For example:  

Encrypted Objects RACF DATASET Profile DATAKEY 

All Db2 objects DB2A.DSNDB*.**  DATASET.PE01.ICSF.ENCRYPT.DB2A 

System Objects DB2A.DSNDB*.DSNDB*.** DATASET.PE01.ICSF.ENCRYPT.DB2A.SYS 

User Objects  DB2A.DSNDB*.ACCTNG.** DATASET.PE01.ICSF.ENCRYPT.DB2A.ACCTNG 

User Objects DB2A.DSNDB*.FINANCE.** DATASET.PE01.ICSF.ENCRYPT.DB2A.FINANCE 

User Objects DB2A.DSNDB*.PAYROLL.** DATASET.PE01.ICSF.ENCRYPT.DB2A.PAYROLL 

 

The RACF option puts data set level encryption in the hands of the Security Admin and it takes 

precedence over the other options. 

 

Option 2a:  Explicit definitions using IDCAMS via the Database Admin or Db2 System Programmer 

With Db2 11 and prior to Db2 12 Function Level 502 (V12R1M502), the Database Admin or Db2 System 

Programmer can control encryption of Db2 objects (tables and indexes) at the object level for Db2 user 

objects and for Db2 system objects.  The Db2 user objects are those related to applications and the Db2 

system objects are the Db2 catalog and directory.  For each Db2 object to be encrypted, the underlying 

data set must be defined new using IDCAMS DEFINE and setting the KEYLABEL(keyvalue)option.  To 

allocate the new version of the data set, use the “I” and “J” versions of the underlying data set.  Define 

the version which does not currently exist.  This is the case for both Db2 managed and user managed 

data sets. 

 

In addition to the Db2 system objects, the Db2 active and archive logs can be encrypted.  For the Db2 

active log, the Db2 sysprog will need to execute IDCAMS DEFINE with the KEYLABEL(keyvalue) 

option to create new Db2 active log data sets.  The new active log data sets must be added to Db2 with 

the Db2 change log inventory program, DSNJU003, or the Db2 command -SET LOG, both using the 

NEWLOG option.  The user that allocates the active log data set is not required to have access to the key 

label.  More details are given below in the “Step 4:  Migrate the Encrypted Objects” section. 

 

For the Db2 archive logs, previously created data sets can be encrypted by the Db2 sysprog by allocating 

new copies of the logs using IDCAMS DEFINE with the KEYLABEL(keyvalue) option.  The old archive 
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logs could then be copied to the newly created, encrypted logs using IDCAMS REPRO.  Renaming the 

newly created, encrypted log data sets to the original name would complete the process.  The retention 

period for the Db2 archive logs may be a consideration here as they unencrypted data sets may soon 

expire. 

 

Using IDCAMS to explicitly create the data sets with the KEYLABEL(keyvalue) option is still available 

with Db2 12 Function Level 502 (V12R1M502) and beyond. 

 

Option 2b:  Db2 KEY LABEL / ENCRYPTION_KEYLABEL via the Database Admin or Db2 Sysprog 

Beginning with Db2 12 Function Level 502 (V12R1M502), the Database Admin or Db2 sysprog can 

control encryption of Db2 objects either at the object level for Db2 user objects or at the subsystem level 

for Db2 system objects. 

 

Db2 system objects – Db2 catalog and directory and Db2 archive logs (on disk) – can be encrypted using 

the Db2 installation parameter ENCRYPTION_KEYLABEL.  Encryption of the Db2 active log is controlled 

differently and will be discussed separately.  In order to enable encryption for the Db2 system objects 

(except the Db2 active log), the Db2 sysprog needs to set ENCRYPTION_KEYLABEL in macro DSN6SPRM 

to the value of the key label of the appropriate protected data key in the ICSF key repository.  The Db2    

-SET SYSPARM command must be executed for the parameter to take effect.  It is important to note 

that even a restart of a Db2 subsystem will not enable encryption using the installation parameter.  The 

Db2 command must be executed.  In Db2 data sharing environments, all members need to use the same 

setting for ENCRYPTION_KEYLABEL in macro DSN6SPRM.  Set the values for ENCRYPTION_KEYLABEL 

first on all members before running the -SET SYSPARM command, which can be run on any member.  

Encryption will be enabled for the group after the command is executed.  Additionally, the key label can 

be changed using the same process. 

 

It should also be noted that setting security related installation parameters, ENCRYPTION_KEYLABEL for 

example, require either SECADM or install SYSADM authority in Db2. 

 

In order to encrypt the Db2 active log, the Db2 sysprog will need to execute IDCAMS DEFINE with the 

KEYLABEL(keyvalue) option to create new Db2 active log data sets.  The new active log data sets must 

be added to Db2 with the Db2 change log inventory program, DSNJU003, or the Db2 command -SET 

LOG, both using the NEWLOG option.  The user that allocates the active log data set is not required to 

have access to the key label. 

 

Db2 user objects which have their data sets managed by Db2 are handled in a different way.  For these 

objects, the KEY LABEL key-label-name option is added to the CREATE or ALTER DDL statement.  

There are two options here which provide for flexibility.  At a higher level, the KEY LABEL can be set on a 

CREATE/ALTER STOGROUP statement.  The advantage here is that a group of objects, all assigned to the 

same Db2 storage group, can be affected.  For example, similar to the RACF key label example, ACCTNG, 

FINANCE and PAYROLL may each be assigned their own STOGROUP.  The ALTER STOGROUP … KEY 

LABEL <key-label-name> statement can be executed to assign different key labels to all the tables 

in that STOGROUP – in this case, a department.  Additionally, the STOGROUP option of setting the key 

label is the only option provided for multi-table table spaces. 

 

The CREATE/ALTER TABLE statement allows more granularity for enabling encryption.  This may be a 

good choice when a single table, for example the one table which holds credit card numbers, needs to be 

encrypted.  For this option, the table must reside in a Universal Table Space (UTS) or be a partitioned 

(non-UTS) table space.  When the ALTER TABLE … KEY LABEL <key-label-name> statement is 
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executed and a Db2 utility which recreates the underlying data sets, such as REORG, is run, all of the 

table spaces and index spaces associated with the table are also encrypted.  This includes base, 

auxiliary, XML and clone table spaces, as well as all the index spaces.  Objects can be either explicitly or 

implicitly created.  The key label must be set independently in the case of archive or history tables. 

 

For Db2 user objects which have user managed data sets, the Db2 Database Administrator must define 

new data sets using IDCAMS DEFINE and set the KEYLABEL(keyvalue) option. 

 

Below is a summary table showing the various Db2 options: 

 

Object Action 

Db2 Catalog & Directory 

Set key label in Db2 zparm ENCRYPTION_KEYLABEL (>=Db2 FL 502) 

or 

IDCAMS DEFINE with KEYLABEL(keyvalue)) 

DB2 archive log (on disk) 

Set key label in Db2 zparm ENCRYPTION_KEYLABEL (>=Db2 FL 502) 

or 

IDCAMS DEFINE with KEYLABEL(keyvalue) 

Db2 active log IDCAMS DEFINE with KEYLABEL(keyvalue) option 

Group of Db2 user objects 

(Db2-managed) 

CREATE / ALTER STOGROUP …KEY LABEL <key-label-name> 

(>=Db2 FL 502) 

Individual Db2 user objects 

(Db2-managed) 

CREATE / ALTER TABLE … KEY LABEL <key-label name> 

(>=Db2 FL 502) 

Db2 user objects  

(user-managed) 
IDCAMS DEFINE with KEYLABEL(keyvalue) option 

 

Refer to the Db2 12 for z/OS Knowledge Center:  Encrypting your data with z/OS DFSMS data set 

encryption 

(https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_dfsmsencryptions

upport.html). 

 

Option 3:  DFSMS Data Class via Storage Admin 

Adding the key label in the DFSMS data class is a low-level way to enable data set level encryption.  

There may be a single data class for all Db2 data sets, possibly even across multiple Db2 environments, 

for both the Db2 system and user objects.  This option allows for a small change to affect a large number 

of objects.  The key label can be set through the Interactive Storage Management Facility (ISMF) panels. 

 

From the main ISMF menu, choose option 4 Data Class. 

 

https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_dfsmsencryptionsupport.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_dfsmsencryptionsupport.html
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Figure 7 ISMF Data Class 

 

Choose option 3 Define a Data Class to define a new data class or option 4 Alter a Data Class to alter an 

existing data class.  Update the CDS Name field. 

 

 
Figure 8 ISMF Data Class Application Selection 

 

Scroll down until the DASD Data Level Encryption Management field is displayed and enter the 

appropriate key label. 
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Figure 9 ISMF Data Class Alter 

 

Repeat these steps to update all DFSMS data classes used by the Db2 where data set level encryption 

will be implemented. 

 

Using the DFSMS data class option gives control of data set level encryption to the Storage Admin.  This 

level of enablement is preceded by both the RACF and the Db2 KEY LABEL / ENCRYPTION_KEYLABEL 

options, in that order. 

 

Which Option to Choose? 

It should be no surprise here that the answer is “it depends”.  If a single RACF DATASET profile or DFSMS 

data class exists for all the data sets related to all the objects in a Db2 subsystem, then one of these two 

options may be preferred.  One company may have a large security practice which oversees all security 

related activities, including encryption, and so the task might be given to the Security Admin.  Another 

company may not have such a security practice and may find it easy to let the Storage Admin make a 

single change that effects all the data sets.  Still another company might find no need for “pervasive 

encryption” and may only be interested in encrypting a few critical tables.  In this case, enabling 

encryption may be best left to the Database Admin. 

 

There is no one-size-fits-all recommendation and the pros and cons of each option will need to be 

weighed to determine how they line up with a company’s security policies and procedures. 

 

Step 4:  Migrate the Encrypted Objects 

With the previous steps complete, it is now time to encrypt the data sets of the Db2 system and user 

objects.  This will be the responsibility of the Database Admin for Db2 user objects and the Db2 sysprog 

for Db2 system objects.  Regardless of the method which was chosen to associate the key label with a 

data set – RACF DFP profile, Db2 method, or the DFSMS data class – the data set must be allocated with 

the encryption attribute to be encrypted.  Data sets for newly created Db2 objects will pick up this 

attribute.  Existing Db2 objects will need to reallocate their data sets in order to obtain the new attribute.  

Below are the actions required for existing Db2 objects. 

 

Db2 User Objects (Db2-Managed) 
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For Db2 user objects which have Db2-managed data sets, the Db2 REORG utility is the recommended 

method to enable encryption.  Using the SHRLEVEL CHANGE or SHRLEVEL REFERENCE options for 

REORG allows the object to remain online, to some degree, depending on the SHRLEVEL option.  If 

SHRLEVEL NONE is used, do not include the REUSE option as the underlying data set will not be 

deleted and recreated to get the encryption attribute.  REORG can be used at both the table space and 

index space level, as well as the partition level.  In the case for explicitly created encrypted data sets 

(option 2a above), the REOG utility will use the new version of the data sets – “I” or “J”.  Other Db2 

utilities can be used to enable encryption and these are discussed in the “Considerations for Db2 

Utilities” section below. 

 

Db2 User Objects (User-Managed) 

For Db2 user objects which have user-managed data sets, encryption is enabled by using the IDCAMS 

utility to DELETE and DEFINE the VSAM data set so that the KEYLABEL(keyvalue) option is added.  

Two methods for implementing encryption on user-managed objects are listed below. 

 

Use Db2 RECOVER utility: 

1. Run the Db2 COPY utility to back up the data. 

2. Run IDCAMS DELETE and DEFINE to recreate the data set with the KEYLABEL. 

3. Run the Db2 RECOVER utility to restore the table data and run the Db2 REBUILD INDEX utility to 

recreate indexes on the table, if they exist. 

 

Use Db2 REORG utility: 

1. Run IDCAMS DEFINE to create a shadow data set for the table space and any index spaces with the 

appropriate KEYLABEL. 

2. Run Db2 REORG SHRLEVEL CHANGE on the table space. 

 

Db2 System Objects – Catalog and Directory 

For the Db2 catalog and directory objects (excluding SYSUTILX in the Db2 directory), the REORG utility is 

recommended.  Using the SHRLEVEL CHANGE or SHRLEVEL REFERENCE options for REORG allows 

the object to remain online, to some degree, depending on the SHRLEVEL option.  For 

DSNDB01.SYSUTILX, the RECOVER utility must be used, followed by a REBUILD INDEX(ALL).  The 

REORG utility cannot be run against SYSUTILX since this table tracks Db2 utility execution. 

 

Db2 System Objects – Active Log 

There are different options for handling the Db2 active log data sets.  Active log data sets defined with 

the KEYLABEL option can be added to the Db2 active log inventory with the Db2 command -SET LOG 

NEWLOG without stopping Db2.  Alternatively, the Db2 can be stopped and the Db2 change log inventory 

program, DSNJU003, can be run with the NEWLOG statement to add the new, encrypted active log data 

sets.  It is advisable to run the DSNJLOGF utility to format the new active log data set before adding the 

log to the inventory. 

 

In the cases above, neither of these options encrypt existing Db2 active log data sets; only the newly 

created active log data sets will be encrypted.  In order to encrypt all of the active log data sets, the Db2 

subsystem must be stopped and the contents of the existing active log data sets copied to new 

encrypted data sets.  It is recommended to use the IDCAMS REPRO utility to copy the old active log to 

the new active log.  The process for encrypting all the active log data sets will be similar to the steps 

below: 

 

 

1. Stop the Db2 subsystem. 

2. Rename the old active log data sets to another name. 
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3. Define new, encrypted active log data sets. 

4. Run IDCAMS REPRO to copy each old active log data set to the new, encrypted active log data set. 

5. Start the Db2 subsystem. 

 

Encrypting the active log follows the same steps as enlarging the active logs.  The process is described in 

the “Enlarging active logs” section of the Db2 for z/OS Knowledge Center:  Making changes for active logs 

(https://www.ibm.com/support/knowledgecenter/SSEPEK_11.0.0/ugref/src/tpc/db2z_makechangesacti

velogs.html). 

 

In a multi-member Db2 data sharing environment, this change can be performed non-disruptively by 

shifting workload to remaining members before stopping the Db2 subsystem.  For non-data sharing and 

single member data sharing environments, encrypting all the active logs will require a Db2 and 

application outage. 

 

If new, encrypted active logs are going to be used in place of the older, unencrypted active logs, use 

caution during the process of removing the older, unencrypted active log data sets from the Db2 BSDS.  

It is recommended to use the Db2 change log inventory program, DSNJU003, to update the BSDS.  For 

more details, review the Db2 12 for z/OS Knowledge Center:  Making changes for active logs 

(https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/ugref/src/tpc/db2z_makechangesacti

velogs.html). 

 

Db2 System Objects – Archive Log 

Assuming option 1, 2b or 3 was chosen in Step 3, no action is required.  New archive logs will be 

encrypted based on the key label setting.  Considerations may need to be made to handle previously 

created archive log data sets.  It may be sufficient to allow old archive log data sets to simply expire.  For 

option 2a above, existing archive logs can be encrypted by renaming the old log, defining a new, 

encrypted log (as described in option 2a) and then running IDCAMS REPRO to copy the old to the new.  

However, this does not address newly created archive logs. 

 

Another note regarding Db2 archive logs:  data set level encryption is only supported for data sets which 

exist on disk.  Encryption of archive logs written to virtual tape systems (VTS) is not supported as of the 

writing of this paper.  Although backed by disk, the VTS is seen by z/OS as a tape device.  In this case the 

Db2 archive log could be encrypted by the tape subsystem or it could be written to disk using data set 

level encryption and then migrated to tape / VTS using DFSMShsm.   

 

Data Set Level Encryption Considerations 

Considerations for Db2 Utilities 
It is important to understand the effects of encryption on Db2 utilities since they are not only used to 

enable encryption of existing objects but are used for ongoing activities on the Db2 objects.  All the Db2 

online utilities support table spaces and index spaces with encrypted data sets. 

 

The input and output work data sets for the Db2 online utilities can also be encrypted.  Additionally, the 

image copy data set from COPY or other Db2 online utilities which support inline copy can be encrypted.  

This can be done by defining a key label for the data sets using a RACF data set profile, the DSKEYLBL 

parameter in the JCL running the utility, or the DFSMS data class.  The authorization ID for the job will 

require access to the key label for these data sets. 

 

For Db2 stand-alone utilities the authorization ID will require access to the key label for any encrypted 

data sets which are accessed. 

https://www.ibm.com/support/knowledgecenter/SSEPEK_11.0.0/ugref/src/tpc/db2z_makechangesactivelogs.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_11.0.0/ugref/src/tpc/db2z_makechangesactivelogs.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/ugref/src/tpc/db2z_makechangesactivelogs.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/ugref/src/tpc/db2z_makechangesactivelogs.html
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The Db2 REORG utility is referenced as the utility to facilitate the migration process to encrypted data 

sets, however this task can be performed using several other Db2 utilities.  For Db2 managed table 

spaces and index spaces, the utilities below can be used: 

• REORG TABLESPACE / REORG INDEX 

• LOAD REPLACE 

• RECOVER from image copy (either point in time or full recovery) 

• REBUILD INDEX 

 

It is important to note that the REUSE option should not be specified since the existing data set will not 

be deleted and redefined. 

 

Since partitions of Db2 table spaces and index spaces correspond to individual data sets, the ability to 

encrypt the data lies at the part level.  As such, the migration process can be done at the partition level 

by using the PART or DSNUM option on the Db2 utility. 

 

Moving forward, typical activities such as REORG or LOAD will keep data in the Db2 data sets encrypted 

since new underlying data sets have been allocated.  Utilities such as RUNSTATS and COPY will have the 

ability to read the encrypted data through the key label access given to the Db2 DBM1 address space.  In 

the case of COPY, or utilities which create inline copies, the output will need to be encrypted by setting 

the DSKEYLBL parameter in JCL.   For backups taken using FlashCopy image copies, DFSMSdss 

concurrent image copies or for shadow data sets, these will be allocated using the same key label as the 

Db2 table space or index space.  For system-level utilities such as BACKUP SYSTEM and RESTORE 

SYSTEM, these work at the volume level, using FlashCopy, and data remains in an encrypted format as it 

is copied from the source to the target volume. 

 

As mentioned, some utilities require work data sets and some create image copy data sets and action 

will need to be taken to encrypt these data sets.  Setting the RACF data set level profile, using the 

DSKEYLBL parameter in JCL, or setting the DFSMS data class can be used to encrypt these data sets.  

This is the case for both allocated data sets in JCL and through the use of Db2 TEMPLATEs.  It is 

important to note that DFSMS data set level encryption is not supported for certain file types and these 

may affect Db2 utilities.  Unsupported types include sort work data sets, sequential data sets on tape 

and DUMMY data sets.  This could be important as JCL may have been created to exploit one or more of 

these file types to handle certain situations. 

For additional information on the data sets used by online and stand-alone utilities, check “Types of Db2 

data sets that can be encrypted by using DFSMS data set encryption” in Knowledge Center 

(https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_encryptthroughuti

lities.html).  

 

Encryption / Decryption Performance 

For the pervasive encryption concept to work the performance impact, in terms of both throughput and 

resource consumption, must be kept to a minimum.  With encryption and decryption functions occurring 

in hardware, IBM Z is able to keep the cost low. 

 

As with most things that are performance related, we use the “it depends” phrase.  An internal test using 

the IBM Brokerage Online Transaction workload was conducted and showed that on the IBM z14, the 

impact of encryption was very low. 

https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_encryptthroughutilities.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_encryptthroughutilities.html
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Figure 10 IBM Brokerage Online Transaction using Encryption 

 

In this case, the ITR (internal throughput rate), which is a normalization of the ETR (external throughput 

rate) to 100% CP utilization and gives a relative CPU time per transaction, decreased 0.4% in non Db2 

data sharing environments and decreased 2.4% in Db2 data sharing.  Said another way, the overhead 

when enabling encryption, in terms of additional CPU time per transaction, is 0.4% in non-data sharing 

environments and 2.4% in data sharing environments.  There were performance improvements on IBM 

z14 over the z13 due to the encrypt / decrypt functionality being moved to co-processors on the IBM Z 

chip.  There are no published benchmarks for performance on the IBM z15, but the z15 does include the 

same on-chip, co-processor technology as the z14. 

 

With regards to performance, it is also worth noting various Db2 functions which are affected and what 

type of processor handles those functions.  For encryption, Db2 Deferred Write, Castout Write and Active 

Log Write are all offloadable to the zIIP processors.  For decryption, functions Synchronous Read, 

Asynchronous Read and Log Read are accounted in I/O Interrupt Time and are not offloadable to zIIP 

processors.  With this information, the Db2 statistics trace can be used to help with planning which data 

sets to encrypt if processor resource constraints exist. 

 

Finally, to help with the “it depends” that comes along with performance, the zBNA tool (see appendix 

for details) can be used to help estimate the cost of using the DFSMS data set encryption feature. 

 

Compression and Encryption 

In this context, compression is referring to Db2 table space compression, since it is driven by IBM Z 

hardware and DFSMS.   

 

If Db2 table space compression is currently being used for a table space, implementing data set level 

encryption for that table space has little to no impact on the compression.  With the data compressed and 

then encrypted, in that order, these functions will work seamlessly together as DFSMS will manage the 

sequence of actions.  For more details see “Accessing encrypted data sets” section in z/OS DFSMS (V2.4) 

Knowledge Center 

(https://www.ibm.com/support/knowledgecenter/en/SSLTBW_2.4.0/com.ibm.zos.v2r4.idak100/encrypti

on23.htm).   

 

However, if Db2 table space compression is not currently being used, it is important to remember that 

table spaces which are encrypted with data set level encryption will see little benefit if compressed in 

https://www.ibm.com/support/knowledgecenter/en/SSLTBW_2.4.0/com.ibm.zos.v2r4.idak100/encryption23.htm
https://www.ibm.com/support/knowledgecenter/en/SSLTBW_2.4.0/com.ibm.zos.v2r4.idak100/encryption23.htm
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the future.  The reason for this is that encrypted data does not compress well due to the random nature 

of the characters in the encrypted data (no character patterns to compress as with data in the clear). 

 

Also remember that compression at the volume or tape level will be negatively impacted if data set level 

encryption is enabled.  The space savings achieved through volume or tape level compression will be lost 

due to the fact that encryption of the data sets will occur before being written to the volume or tape. 

 

Before enabling data set level encryption, consider the current and future compression strategy for Db2 

data.  In summary, remember to Compress first, then Encrypt. 

 

More information can be found in the paper, “Compression and Pervasive Encryption:  z15 Offer the Best 

of Both Worlds” (https://www.ibm.com/downloads/cas/AM1PYZBB). 

 

Administration Topics  

Below are several topics to consider when working with data set level encryption for Db2. 

 

Identifying Encrypted Data Sets 

After the planning and set up work is complete for data set level encryption in Db2, it can take some time 

to enable encryption for the intended objects.  “How far along are we?” might be a question which is 

asked.  Additionally, documentation may be required for the Audit / Compliance departments that show 

that the data in Db2 has been encrypted.  There are several ways to demonstrate that data is encrypted. 

 

For Db2 11 and Db2 12 below Function Level 502 (V12R1M502), determination will need to occur 

outside of Db2.  The follow options are available: 

 

 

• IDCAMS LISTCAT 

• SMF records Type 14/15 (Sequential data sets), Type 62 (VSAM data sets) 

• IEHLIST LISTVTOC 

• DCOLLECT records 

• DFSMS policy – ISMF Data Set list panel 

 

With Db2 V12R1M502, the follow options within Db2 becomes available, in addition to those mentioned 

above outside of Db2: 

 

• Db2 command -DISPLAY LOG to show current active log data sets 

• Db2 command -DISPLAY ARCHIVE to show current archive log data sets 

• Db2 utility REPORT TABLESPACESET with the SHOWKEYLABEL option for Db2 catalog, directory 

and user table spaces 

 

Below is an example of the output of an IDCAMS LISTCAT to demonstrate one of the options to show if a 

data set is encrypted: 

https://www.ibm.com/downloads/cas/AM1PYZBB
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Figure 11 IDCAMS LISTCAT Output 

 

Fallback to Unencrypted Data Sets 

Encryption of a Db2 data set can be disabled if necessary.  As with enabling data set level encryption, the 

disable process can be performed online.  There are two steps to disable encryption:  prevent the 

creation of newly encrypted data sets and run an online Db2 utility, such as REORG, to create a new, 

unencrypted data set. 

 

Preventing the allocation of a new data set as encrypted depends on how the key label was originally 

specified.  If the key label was specified in the RACF DFP segment, then the RACF ALTDSD (alter data set 

profile) command can be used to set NODATAKEY.  

 

Example:  ALTDSD ‘DSNC000.DSNDBC.DBCC001.TBLSC01.**’ UACC(NONE) DFP(RESOWNER 
(USER000) NODATAKEY) 

 

If the key label was set from within Db2 (as of V12R1M502) using the KEY LABEL <key-label-name> 

option of CREATE/ALTER TABLE or CREATE/ALTER STOGROUP, then the user objects can be 

ALTERed again with NO KEYLABEL and a Db2 REORG utility can be executed.  For system objects, the 

Db2 installation parameter ENCRYPTION_LABEL should be set to blank, the -SET SYSPARM command 

should be run and then a Db2 REORG can be executed against the Db2 catalog and directory. 

 

If the key label was set via a different source, such as the DFSMS data class, remove the key label set in 

the DASD Data Level Encryption Management field on the ISMF panel.  A Db2 REORG utility can be 

executed to turn off encryption. 

 

To disallow the use of data set encryption across the environment, the RACF RDEFINE or RALTER 

command to can be used to change the FACILITY access, removing access from all users or groups.  

Example:  RDEFINE / RALTER FACILITY STGADMIN.SMS.ALLOW.DATASET.ENCRYPT UACC(NONE) 
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For more details, check “Changing Db2 data sets from encrypted to unencrypted” in Knowledge Center 

(https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_unencryptdataset.

html). 

 
High Availability / Db2 Data Sharing 

For Db2 data sharing groups, it is important to remember that all members of the group must be 

permitted access to the key label.  For the encrypted log data sets, the Db2 MSTR address space ID will 

need key label access.  For the encrypted user and system (catalog and directory) data set access, the 

Db2 DBM1 address space ID will need key label access. 

 

In the case of a Db2 data sharing group running across different systems in a sysplex, ensure that the 

CKDS is accessible by each of those systems. 

 

Disaster Recovery 

Recovery from a disaster on a different server using the encrypted Db2 data sets will required the 

cryptographic coprocessor configurations be available at the recovery site.  This would include master 

keys and CKDS, along with the appropriate cryptographic IBM Z hardware.  Additionally, any necessary 

user ID for disaster recovery would need to have access to the relevant key labels.   

 

Important:  Do not forget about your DR site when it is time to change keys. 

 

More details can be found in the IBM Redbook “Getting Started with z/OS Data Set Encryption” 

(http://www.redbooks.ibm.com/abstracts/sg248410.html?Open). 

 

Going Beyond Data Set Level Encryption – Db2 Built-In Functions 
Remembering that data set level encryption provides encryption protection on disk, at the data set level, 

there may be a requirement to keep the data encrypted while in-memory in Db2, in the Db2 buffer pools.  

Below are options for in-memory encryption that can be combined with data set level encryption to 

provide a higher level of protection. 

 

In-memory encryption has existed for quite some time.  A Db2 built-in scalar function ENCRYPT_TDES 

has existed for several Db2 versions.  As the name implies, it offers 128-bit TDES encryption.  

Additionally, the application provides the password for encryption.  This leaves management of the 

password the responsibility of the application and requires the application to make changes in order to 

utilize this method of encryption.  For more information about ENCRYPT_TDES, see the Db2 for z/OS 

Knowledge Center:  Defining column-level encryption for the ENCRYPT_TDES built-in function 

(https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_definecolencrypti

on.html). 

 

With some regulations, such as GDPR, requiring stronger encryption than 128-bit TDES, a new option for 

achieving in-memory encryption in Db2 buffer pools has been made available starting with Db2 12 

Function Level 505 (V12R1M505).  New Db2 built-in functions allow for the use of AES 256-bit 

encryption and the management of the encryption key keylabel through the ICSF CKDS.  To take 

advantage of the new built-in functions, application code changes as well as database schema changes 

will be required.  Additionally, Db2 APPLCOMPAT must be set to V12R1M505 for the packages which will 

utilize the encryption functions. 

 

To encrypt the data, the new built-in function ENCRYPT_DATAKEY is used.  To invoke the function, add 

the following syntax to an Db2 INSERT or UPDATE statement:  ENCRYPT_DATAKEY(data-
string,key-label,algorithm) 

 

https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_unencryptdataset.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_unencryptdataset.html
http://www.redbooks.ibm.com/abstracts/sg248410.html?Open
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_definecolencryption.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_definecolencryption.html
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The data-string is the data (value) being inserted or updated in a table.  The key-label is the 

appropriate key-label associated with the encryption key.  The primary AUTHID executing the statement 

must have RACF access to the key label.  And algorithm is one of the two modes described below: 

 

• AES256D – Deterministic, meaning the same encrypted value is generated if the input values are the 

same.  The advantage here is that range or equality operations can be performed without decrypting 

the data, but the encryption is less secure since the same encrypted values can be used. 

• AES256R – Random, meaning unique encrypted values will result for the same input values.  This is 

more secure but requires encrypted values to be decrypted before using it in a comparison. 

 

An example of an INSERT statement using ENCRYPT_DATAKEY is below: 

 
INSERT INTO EMP (FNAME, LNAME, SSN_ENCRYPT)  

VALUES ('John','Smith',ENCRYPT_DATAKEY('123-45-6789','SSN_KEY01',AES256R)); 

 

It is important to remember that when ENCRYPT_DATAKEY is used to encrypt the data, the column in the 

table which will hold the encrypted data will need to be modified to the appropriate supporting data type.  

The VARBINARY data type will be used for BIGINT, INT, DECIMAL, CHAR, VARCHAR, GRAPHIC, and 

VARGRAPHIC.  BLOB will be used to hold encrypted CLOB and DBCLOB data types. 

 

Retrieving the encrypted data will require the new Db2 built-in function DECRYPT_DATAKEY_type, 

where type is the data type of the output.  The options are below: 
DECRYPT_DATAKEY_BIT 

DECRYPT_DATAKEY_CLOB 

DECRYPT_DATAKEY_DBCLOB 

DECRYPT_DATAKEY_DECIMAL 

DECRYPT_DATAKEY_BINGINT 

DECRYPT_DATAKEY_INTEGER 

DECRYPT_DATAKEY_VARCHAR 

DECRYPT_DATAKEY_VARGRAPHIC 

 

An example of using the built-in function to retrieve data is below: 

 
SELECT FNAME,LNAME,DECRYPT_DATAKEY_VARCHAR(SSN_ENCRYPT) FROM EMP; 

 

There is no need to provide a key label and the AUTHID submitting the request will need to be authorized 

to access the key label in RACF.   

 

It is important to note that the name of the decryption function used must be the same as the original 

data type.  For example, if the column was a VARCHAR, then DECRYPT_DATAKEY_VARCHAR must be 

used.  Additionally, depending on the output type, additional options may be required.  Refer to the Db2 

12 for z/OS Knowledge Center:  DECRYPT_DATAKEY_type 

(https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/sqlref/src/tpc/db2z_bif_decryptdata

key.html). 

 

Implementing Db2 in-memory encryption using the Db2 built-in functions resembles implementing data 

set level encryption.  First, generate the AES-256-bit data key and key label in the CKDS.  For additional 

information see “Step 1:  ICSF Setup” in the “Steps to Enable Data Set Level Encryption” above. 

 

Second, the RACF general resource class CSFKEYS must be defined to enable the use of the ICSF key.  

The following RACF command can be used to define CSFKEYS: 
 

 

https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/sqlref/src/tpc/db2z_bif_decryptdatakey.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/sqlref/src/tpc/db2z_bif_decryptdatakey.html


29 

RDEFINE CSFKEYS <key-label> UACC(NONE) – 

ICSF(SYMCPACFWRAP(YES) SYMCPACFRET(YES)) 

PERMIT <key-label> CLASS(CSFKEYS) ID(primary_authid) ACCESS(READ) 

 

In this case the primary_authid of the application requesting the data will need to be permitted 

access to the resource.  For additional information, refer to “Step2:  RACF / Security Setup” in the “Steps 

to Enable Data Set Level Encryption” above. 

 

Next it will be necessary to either modify the existing table adding the column which will hold the 

encrypted data or to create a new table which will contain the encrypted column.  The data type of the 

new, encrypted column will be either VARBINARY or BLOB, based on the data type of the original column 

(discussed above) and the length attribute and actual length of the column can be calculated by the 

following formulas: 

 

• Length attribute of result in byes = (((length attribute of source data in bytes +16-1)/16)*16)+15- 

byte fixed header +64 bytes for length attribute of key label. 

• Actual length of result in bytes = (((actual length of source data in bytes +16-1)/16)*16)+15-byte 

fixed header + variable length key label in bytes. 

With the key labels created, the RACF permissions set, and the schema changes complete, the built-in 

functions may now be integrated into the application.  This will likely require changes to the application 

code.  However, options for avoiding modifications can be found in an IBM Hybrid Data Management 

Community blog post “Encrypting a column in Db2 without modifying the application” 

(https://community.ibm.com/community/user/hybriddatamanagement/blogs/paul-

mcwilliams1/2019/12/09/encrypting-a-column-in-db2-without-modifying-the-a). 

 

Additional Considerations 

There is not enough experience with the Db2 built-in functions yet to conclude how they will perform.  

The expectation would be slower than data set level encryption; more on par with controlling encryption 

through the application.  Performance may be impacted by using DECRYPT_DATAKEY_type in a WHERE 

predicate making a query no longer indexable or moving it from stage 1 to stage 2 processing.  One 

scenario which may help with Db2 performance where a column to be encrypted is part of an index is to 

include the ENCRYPT_DATAKEY function in the WHERE predicate of a SELECT.  Using the example with 

the EMP table from above, one could INSERT a row into a table with this statement:   

 
INSERT INTO EMP (FNAME, LNAME, SSN_ENCRYPT)  

VALUES ('John','Smith',ENCRYPT_DATAKEY('123-45-6789','SSN_KEY01',AES256R)); 

 

And one could also query the table with this statement: 

 
SELECT FNAME,LNAME FROM EMP  

WHERE SSN_ENCRYPT = ENCRYPT_DATAKEY('123-45-6789','SSN_KEY01',AES256R)); 

 

Assuming an index on SSN_ENCRYPT, Db2 is now able to match on the index without decrypting each 

row.  This scenario may be a useable solution until homomorphic encryption is available, allowing for 

comparisons and calculations of data without decrypting the data first. 

 

Testing with the application workload will be required to understand the full impact on performance. 

 

Regarding modifications of existing tables to add the encrypted version of the column, the INSERT 

example of ENCRYPT_DATAKEY shows how encrypted data can be added to a table.  New data being 

added to a table will be encrypted, but the existing data in the table will remain unencrypted until action 

https://community.ibm.com/community/user/hybriddatamanagement/blogs/paul-mcwilliams1/2019/12/09/encrypting-a-column-in-db2-without-modifying-the-a
https://community.ibm.com/community/user/hybriddatamanagement/blogs/paul-mcwilliams1/2019/12/09/encrypting-a-column-in-db2-without-modifying-the-a
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is taken to encrypt the data.  ENCRYPT_DATAKEY could be used to programmatically update each row in 

the table.  A simple example would be to select a row from the table and then use UPDATE to set the 

value of the new, encrypted column using ENCRYPT_DATAKEY and a WHERE predicate of the row which 

was selected. 

 

Alternatively, a new table could be created which included all columns of the existing table plus the new, 

encrypted column.  In this case, a row could be read from the original table and INSERT could be used 

with ENCRYPT_DATAKEY on the new, encrypted column. 

 

There are many options for encrypting the existing data and the method depends on the amount of data 

to be encrypted, the time it will take to encrypt the data and the availability requirement of the data, 

among other things. 

 

More information about using Db2 built-in functions for encrypting data in-memory, refer to Db2 12 for 

z/OS Knowledge Center:  Defining columns for data encrypted using the ENCRYPT_DATAKEY built-in 

function 

(https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_definecol4encryp

tdatakey.html). 

 

Although Db2 12 Function Level 505 (V12R1M505), which introduces these new built-in functions, has 

been available for some time, customers may not be at this level.  If encryption of data in-flight through 

the Db2 buffer pools is a critical requirement, customers should contact the author or their IBM Z rep to 

discuss options.  Tools such as IBM’s Guardium Data Encryption for Db2 and IMS Databases may be an 

option.  Guardium utilizes Db2 User-Defined Functions (UDFs) to provide either row-level encryption, 

using Db2 EDITPROCs, or column-level encryption, using Db2 FIELDPROCs. 
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Appendix A.  IBM Z Batch Network Analyzer (zBNA) Tool 
zBNA is a no-cost, as-is, PC-based productivity tool, initially designed to provide a means of estimating 

the elapsed time for batch jobs solely based on the differences in CPU speeds for a base processor and a 

target processor, the number of engines on each system, and system capacities.  Over time the tool has 

been enhanced to provide analysis of various features of IBM Z.  Below is a screen shot of the main 

window for zBNA V2.0 showing some of the functionality and sample graphs. 

 

 
 
Figure 12 The main window in zBNA V2.0 and sample graphs 

 

The tool uses SMF workload data and generates graphical and text reports.  Gathering the SMF data is 

performed through the CP3KEXTR program.  The program runs under z/OS and reads the SMF records to 

produce an Enterprise Data File (.edf) that contains the SMF Type 70 and 113 data and a (.dat) file which 

contains the Type 14, 15, 30 (4) (5), and 42 (6) data as input to zBNA. 

 

For the purposes of this paper, the zBNA tool can be used to estimate the CPU impact of enabling data 

set level encryption.  It can also be used to identify data sets which are not currently eligible for 

encryption.  Additionally, the zBNA tool can be used to estimate compression using zEDC (IBM Z 

Enterprise Data Compression).  For Db2, zEDC can be used to compress Db2 LOB data. 

 

Information about the zBNA tool and the CP3KEXTR collection program can be found at IBM Techdocs 

(http://www-03.ibm.com/support/techdocs/atsmastr.nsf/WebIndex/PRS5132).  This includes 

instructions to download and install. 

  

http://www-03.ibm.com/support/techdocs/atsmastr.nsf/WebIndex/PRS5132
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Appendix B.  Resources and Support 

z/OS (V2.4) DFSMS:  Using the z/OS data set encryption enhancements 

https://www.ibm.com/support/knowledgecenter/en/SSLTBW_2.4.0/com.ibm.zos.v2r4.idak100/encrypti

on23.htm 

 

Db2 12 for z/OS Knowledge Center: Encrypting your data with z/OS DFSMS data set encryption 

https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_dfsmsencryptions

upport.html 

 

Db2 12 for z/OS Knowledge Center: ENCRYPT_DATAKEY 

https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/sqlref/src/tpc/db2z_bif_encryptdatake

y.html 

 

Db2 12 for z/OS Knowledge Center:  DECRYPT_DATAKEY 

https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/sqlref/src/tpc/db2z_bif_decryptdatak

ey.html 

 

IBM Redbook “Getting Started with z/OS Data Set Encryption” 

http://www.redbooks.ibm.com/abstracts/sg248410.html?Open 

 

IDUG blog:  Db2 for z/OS – New Encryption Capabilities to Protect Your Data 

https://www.idug.org/p/bl/ar/blogaid=911 

 

Pervasive Encryption on IBM Z 

 https://www.ibm.com/support/z-content-solutions/pervasive-encryption/ 

 
Product / Feature Required Level Description 

Minimum HW 

Z196 CPACF Minimum HW for AES-XTS (MSA-4) 

Crypto Express3 Minimum HW for Secure-key/Protected key 

CPACF 

Recommended HW 
Z14 CPACF AES-XTS CPACF performance improvements 

Z14 Crypto Express6S Crypto Express performance improvements 

Operating System – Base Support 

Db2 

PI81900 V11 support 

PI81907 V12 base support 

PI90288 / PI97037 V12 FL502 data set encryption support 

PI95511 / PI95996 V12 FL502 support 

PH09506  V12 FL505 Encrypt/Decrypt BIF capabilities 

DFSMS 

z/OS 2.3 
Full support 

z/OS 2.2 + OA50569 PTFs 

z/OS 2.1 + OA50569 PTFs Toleration only – read/write, cannot create 

encrypted data sets 

RACF 
z/OS 2.3 DFP segment key label and conditional 

access checking z/OS 2.1, 2.2 + OA50512 PTFs 

ICSF 
HCR77C0 or HCR77C1 

Protected-key read 
HCR77A0-B1 + OA50450 PTFs 

https://www.ibm.com/support/knowledgecenter/en/SSLTBW_2.4.0/com.ibm.zos.v2r4.idak100/encryption23.htm
https://www.ibm.com/support/knowledgecenter/en/SSLTBW_2.4.0/com.ibm.zos.v2r4.idak100/encryption23.htm
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_dfsmsencryptionsupport.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/seca/src/tpc/db2z_dfsmsencryptionsupport.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/sqlref/src/tpc/db2z_bif_encryptdatakey.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/sqlref/src/tpc/db2z_bif_encryptdatakey.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/sqlref/src/tpc/db2z_bif_decryptdatakey.html
https://www.ibm.com/support/knowledgecenter/SSEPEK_12.0.0/sqlref/src/tpc/db2z_bif_decryptdatakey.html
http://www.redbooks.ibm.com/abstracts/sg248410.html?Open
https://www.idug.org/p/bl/ar/blogaid=911
https://www.ibm.com/support/z-content-solutions/pervasive-encryption/
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